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ABSTRACT   

In 2007 ESO started a program at SELEX (now LEONARDO) to develop noiseless near infrared HgCdTe electron 

avalanche photodiode arrays (eAPD)[1][2][3]. This eAPD technology is only way to overcome the limiting CMOS noise 

barrier of near infrared sensors used for wavefront sensing and fringe tracking. After several development cycles of solid 

state engineering techniques which can be easily applied to the chosen growth technology of metal organic vapour phase 

epitaxy (MOVPE), the eAPD arrays have matured and resulted in the SAPHIRA arrays. They have a format of 320x256 

pixels with a pitch of 24 μm. They now offer an unmatched combination of sub-electron read noise at millisecond frame 

readout rates. The first generation of SAPHIRA arrays were only sensitive in H and K-band. With the removal of a wide 

bandgap buffer layer the arrays are now sensitive from λ=0.8 µm to 2.5 µm with high quantum efficiency over the entire 

wavelength range. The high temperature anneal applied during the growth process produces material with superb 

cosmetic quality at an APD gain of over 600. The design of the SAPHIRA ROIC has also been revised and the new 

ME1000 ROIC has an optimized analogue chain and more flexible readout modes. The clock for the vertical shift 

register is now under external control. The advantage of this is that correlated-double-sampling and uncorrelated readout 

in the rolling shutter mode now have a duty cycle of 100% at the maximum frame rate. Furthermore, to reduce the 

readout noise rows can be read several times before and after row reset. Since the APD gain is sufficiently high that one 

photon produces many more electrons than the square root of kTC which is the charge uncertainty after reset, signals of 

one photon per exposure can be easily detected without the need for double correlated sampling. First results obtained 

with the fringe tracker in GRAVITY and the four SAPHIRA wavefront sensors installed in the CIAO adaptive optics 

systems of the four 8 meter telescopes of the VLTI have proven the unrivaled performance of the SAPHIRA eAPD 

technology. A future program is being assembled to develop eAPD arrays having a larger format of 1Kx1K capable of 

frame rates of 1.2 KHz. There are also good prospects to offer low dark current eAPD technology for large format 

science focal planes as well.     

Keywords: avalanche photodiode, eAPD, HgCdTe, readout noise, excess noise, APD gain, cryogenic amplifier, 

infrared, wavefront sensor, fringe tracker 

 

1. INTRODUCTION  

 
To conduct high angular resolution observations of astronomical objects, which are heavily obscured by dust like the 

Galactic Center, low noise high speed near infrared sensors are needed for wavefront sensing and fringe tracking. Since 

optical wavelengths emitted by the Galactic Center are attenuated by 30 orders of magnitude the sensors have to operate 

in the near infrared spectral region. To stabilize fringes and correct the wavefront which is distorted by atmospheric 

turbulence, high frame rates of 1KHz are required. For integration times of 1 ms which are typical for the control loops 

of fringe trackers and wavefront sensors even relatively bright objects become photon starved. The high speed also 

requires a high analogue bandwidth of the acquisition chain. This means that the readout noise of typical CMOS 

multiplexers of conventional infrared sensors severely limits the sensor performance. Early attempts with conventional 

infrared arrays did not attain satisfactory results. Therefore, ESO initiated a development program with LEONARDO 

(former SELEX) to explore the feasibility of deploying electron avalanche photodiodes (eAPD) for near infrared 

wavefront sensors. This technology had already been developed for laser gated imaging. Preliminary investigations had  
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been made on an existing ROIC used for this application. To reduce the dark current the cutoff wavelength of the annular 

Liquid Phase Epitaxial (LPE) diodes was changed from λc=4.5µm to λc=2.5µm. The dark current scaled as expected and 

results were promising. Soon it became clear that a ROIC tailored to the specific needs of fringe tracking and wavefront 

sensing had to be designed. This ROIC is called SAPHIRA and resulted in the delivery of the first generation of LPE 

wavefront sensors for GRAVITY [5]. Meanwhile, the MOVPE growth technology had matured at LEONARDO to a 

level that it was decided to port this technology into the production of eAPD arrays. MOVPE growth has the big 

advantage that bandgap engineering can be applied to the diode design with variable profiles of the bandgap and doping 

concentrations [4]. The first MOVPE arrays called Mark3 delivered to ESO turned out to be a major technological 

breakthrough in terms of cosmetics, noise performance and operating temperature. Due to a wide bandgap buffer layer 

the Mark3 arrays were only sensitive form λ=1.3µm to 2.5 µm. With further funding from Max-Planck-Institute for 

extraterrestial Physics (MPE), Garching, all LPE science arrays have been replaced with MOVPE arrays. This proved to 

be very rewarding considering the on-sky performance now achieved with GRAVITY. A wafer run with low doped 

Arsenic in the absorber layer produced arrays with higher excess noise and less APD gain but fast pixel response times at 

low temperatures of T=40K. Mark10 arrays had a graded bandgap in the absorber layer and produced arrays of similar 

quality as Mark3 arrays. The next major improvement of the diode design called Mark14 was the removal of the wide 

bandgap buffer layer which resulted in an extended wavelength response down to wavelengths of 0.8 µm and high APD 

gain with superb image quality. Results obtained with the Mark14 arrays are discussed in this paper.  

 

2. ROIC REDESIGN ME1000 

 
The SAPHIRA ROIC has been developed to meet the sensor requirements of both wavefront sensing and fringe tracking 

with a single device. It has been described in previous papers[6] [7] . The SAPHIRA ROIC has flexible windowing to 

read out the subapertures of a Shack-Hartmann AO system and the dispersed fringes of a fringe tracker. The ROIC has a 

format of 320x256 pixels with a pixel size of 24μm. The device has 32 parallel video outputs operating at pixel rates up 

to 10 MHz. The readout topology was specifically designed to also preserve the multiplexing advantage of 32 parallel 

video channels for windowed readout. This is achieved by organizing the 32 outputs in such a way that they read out 32 

adjacent pixels simultaneously with a single ADC conversion strobe.  

 

The first version of the SAPHIRA ROIC, which is called ME911, fully met the requirements of the GRAVITY fringe 

tracker and the four GRAVITY wavefront sensors [5]. Even though the SAPHIRA array can be operated at 10 

Mpixel/s/channel, we currently operate the SAPHIRA array at a pixel rate of 5 MHz, because the microcode of out 32-

channel 10MHz ADC board cannot process higher pixel rates. Work is ongoing to increase the pixel rate to 10MHz. 

Even with the current speed of 5MHz/channel the nondestructive readout of a window comprising 96x72 pixels as 

needed for the Shack-Hartmann sensor of the AO system of GRAVITY takes only 70.6 µs. The readout of all 48 spectra 

of the GRAVITY fringe tracker with 24 windows each comprising 32x1 pixels takes 10.9 µs. Due to the fact that the end 

of each row has to be overclocked by one additional pixel the frame time for windows having a width of 32 pixels is 

increased by a factor of 2. The quoted frame time of 10.9 µs for the readout of the 48 spectra includes all of these 

clocking overheads.  Since the real time computer of GRAVITY limits the bandwidth of the control loop, the required 

minimum detector integration time is only 2 ms. The readout time for a nondestructive frame of both the fringe tracker 

and the wavefront sensor is much shorter than the detector integration time. Therefore, Fowler sampling techniques can 

be applied with many Fowler pairs fitting into the detector integration time of 2ms.  

 

The ME911 ROIC does not allow the operation of the array in rolling shutter mode with double correlated sampling 

(DCS) on a row by row basis. It is only possible to reset the complete frame and then read out two frames which are 

subtracted to obtain the double correlated sample and eliminate the kTC noise. At high frame rates with no stare time 

between the two readouts each pixel integrates photons for a time interval equal to the time required to read out a full 

frame. Since two frames have to be read for DCS the pixels are only collecting photons during half of the time needed to 

read the two frames. The duty cycle is then only 50%. This is not a problem for GRAVITY with small windows and 70 

µs readout times which is much shorter than the fastest integration time of 2 ms.  

 

However, in future applications such as lucky infrared imaging or high order AO wavefront sensing it will be required to 

read out the full array of 320x256 pixels at frame rates of 1KHz. Therefore, it was decided to fund the design of a 



 

 
 

 

 

 

modified SAPHIRA ROIC called ME1000 which allows operation of the detector in the read-reset-read by row mode. In 

the rolling shutter mode all pixels of a row are read, then reset and read again before addressing the next row. The 

readout before the reset samples the signal at the end of the previous integration and the readout after the reset samples 

the signal at the start of the subsequent integration. While a row is addressed the pixels of all other rows are collecting 

photons. The dead time for each pixel is reduced from the time required to read a frame to the time required to read a 

row which is negligible for a full frame readout. 

 

The read-reset-read by row mode was implemented in such a way that no modifications of existing detector setups are 

needed to replace the SAPHIRA ME911 ROIC with the ME1000 ROIC. The clock for the vertical shift register which is 

generated internally in the ME911 can now optionally be provided by the external control electronics. To ensure 

compatibility with existing detector setups the data clock used to program the serial programing interface to set up the 

ROIC operating modes before starting the detector operation can be used to advance the vertical shift register for 

addressing the next row. This gives the user maximum flexibility. The same row can be read multiple times before 

progressing to the next row. In this mode the pixel reset is made on a row by row basis where the currently addressed 

row may be reset at any time between the multiple readouts. In this way Fowler sampling is possible on a row by row 

basis at the maximum frame rate keeping the duty cycle close to 100%. Fowler sampling can be combined with subpixel 

sampling. While a pixel is addressed, more than one ADC conversion can be made and averaged. In this way analog 

filters are replaced by flexible digital filtering. Fowler processing and digital filtering is carried out in the Virtex6 FPGA 

of the 32-channel 10MHz ADC board of the NGC controller.    

 

The redesign of the SAPHIRA ROIC was based on the existing SAPHIRA design to reduce risk and save cost. It also 

offered the possibility to implement further improvements of the uniformity, the sensitivity and the readout noise. The 

sensitivity was increased by reducing the capacitance of the integrating node. The noise and slew rates were further 

optimized by adjusting the default currents The uniformity was improved by using a smaller source follower in the pixel 

to reduce Miller pull-down capacitance. The ROIC was optimized for minimum glow by reducing the rail voltage to 4V. 

This makes the ME1000 ROIC an ideal device for the development of low dark current, panchromatic arrays for the 

future use in large format zero noise science focal planes.  

 

 

 
Figure 1 Photon transfer curve  of Mark 14 eAPD at a bias voltage of 1.02V and an operating temperature of T=90K.  

 

The basic calibration of the ME1000 ROIC was carried out at unity APD gain setting the bias voltage to 1.017V. An 

extended blackbody situated in front of an Offner camera in a plane conjugated to the detector uniformly illuminated the 



 

 
 

 

 

 

detector through a cold H-band filter. The detector integration time was set to 624 ms. The flux was incremented by 

equidistant flux steps calculating the appropriate temperature increments for the blackbody in the temperature range 

between 60C and 125C. At each temperature a sequence of 32 exposures was taken. By plotting the temporal signal 

variance versus the mean signal as shown in   Figure 1 the conversion gain in units of electrons/ADU can be retrieved 

from the inverse slope of the data assuming photon shot noise limited operation of the device. The signal variance 

induced by pure readout noise can be obtained from the intercept. The readout noise at unity APD gain is 45 electrons 

rms.  

 

To determine units which are independent of the controller and setup, the analogue acquisition chain from the detector 

pin to the ADC has to be calibrated.  The symmetric cryogenic preamplifiers on the cold focal plane have two inputs. 

One input is the video signal of the detector. The other input is an external reference voltage which allows calibration of 

the voltage change at the detector output in ADU units yielding a value of 2.625E4 ADU/V. In the same way PRV, 

which is the voltage directly applied to the sense node of the detector unit cell during, can be used to calibrate the 

detector voltage at the unit cell sense node in ADU units. The value obtained is 2.322E4 ADU/V. The ratio of the two 

values is the transfer function of the ME1000 ROIC which is 0.885. This is a substantial improvement in comparison to 

the ME911 which had a transfer function of 0.6.  With these calibrations the ROIC gain of the ME1000 is 2.82 

μV/electron when no APD gain is applied. The sense node capacitance is 56fF and the readout noise expressed in voltage 

is 127 μV rms. Operating at a pixel rate of 5Mpixel/s/channel means that this value is state of the art for CMOS sensors.       

3. DIODE DESIGN 

  

The first λc=2.5 µm HgCdTe arrays hybridized to the SAPHIRA ME911 ROIC were Mark3 diode designs shown on the 

left side of Figure 2. The arrays are mesa heterojunctions grown by MOVPE on a cheap GaAs substrate which is then 

removed by a chemical etch. The top layer is a CdTe seed layer which is opaque at wavelengths λ<0.8 µm. A thick wide 

bandgap buffer layer is used to cope with the lattice mismatch of GaAs. This buffer layer limits the spectral response of 

Mark3 on the short wavelength side to wavelengths λ>1.3 µm. A mesa slot extending through the absorber layer 

electrically isolates the pixels. Photons are absorbed in the p-type absorber. The photon generated charge diffuses to the 

p-n junction and is then accelerated in the electric field of the gain region to start the multiplication process by impact 

ionization. To boost the avalanche gain, the multiplication region is made of narrow bandgap material corresponding to a 

cutoff wavelength of λc=3.5 µm. The Mark3 diode arrays are currently deployed in the GRAVITY instrument at the 

VLTI.  

 

To extend the spectral range of eAPDs to the astronomically important Y and J bands, the Mark14 diode structure was 

developed. This development was funded by the University of Hawaii [10] . To extend the spectral response down to 

λ=0.8 µm the wide bandgap buffer layer had to be removed. The absorber layer is directly grown on CdTe by a pauseless 

growth process. Since CdTe is an insulator, the mesa slot must not touch the CdTe layer to avoid the electrical separation 

of the pixels on the p-side of the diode. The p-type absorber is now much thicker requiring much longer diffusion 

lengths. This is achieved by a high temperature anneal. 

 

 
Figure 2 Left: Mark3 MOVPE diode design with wide bandgap buffer layer limiting short wavelength response to λ>1.3 

µm. Right:  Mark14 MOVPE diode design without wide bandgap buffer layer sensitive from 0.8 to 2.5 µm. 



 

 
 

 

 

 

In a further development effort to get APD arrays with panchromatic response, the top CdTe layer will have to be 

removed. Then the array will be sensitive at the laser wavelength for generating laser guide stars at λ=589.2nm by 

exciting the atoms of the sodium layer at an altitude of 90km. The same noiseless wavefront sensor could then be used 

for all AO applications. However, the operating temperature of APD arrays will always be below what can be achieved 

with Peltier coolers for CCDs. 

 

4. QUANTUM EFFICIENCY  

 

The absolute quantum efficiency was measured in a test rig described in an earlier paper [8]. The detector is mounted in 

a cryogenic camera which has an f/11 Offner relay and two cold filter wheels equipped with bandpass and neutral 

density filters. The conjugate plane to the detector outside the camera in front of the cryostat window is illuminated by 

an extended blackbody. By changing the temperature of the blackbody the photon flux on the detector is changed. 

Taking into account the geometry of the optics, the transmission of the cryostat window and the transmission of the 

bandpass filters, measured at cryogenic temperatures, the photon flux arriving at the detector can be calculated from first 

principles. The transmission loss of the bent Offner relay which consists of 4 reflections on gold coated mirrors is 

neglected. The temperature increments of the blackbody are chosen in such a way that the increments of the photon flux 

are equidistant. In Figure 3 the measured detector signal in units of electrons is plotted versus the number of calculated 

photons for the broad band filters of the J, H and K band. The slope of the regressional fit yields the absolute quantum 

efficiency, which is 83.7% in K, 76.8% in H and 57.5% in J. The lower quantum efficiency in J band can partially be 

explained by the absorption depth. J-band photons are absorbed closer to the surface and the photon generated electrons 

have a longer distance to diffuse to the junction and a higher chance to recombine.  

 

 
Figure 3 Measured detector signal versus number of calculated photons for J, H and K- band filters. Detector operating 

temperature is T=90K. Quantum efficiency is 83.7% in K, 76.8% in H and 57.5% in J. 

The first MOVPE arrays delivered to ESO have been deployed in the GRAVITY instrument. They were Mark3 devices 

with a wide bandgap buffer layer. Their quantum efficiency in K-band was 67% at a temperature of T=90K and 60% in 

H-band. The quantum efficiency in K dropped to 42% when the temperature was decreased to 60K. An effort to 

eliminate this drop of quantum efficiency at low temperatures was made with the Mark5 arrays which have a much lower 

level of arsenic doping in the absorber. This effort failed [7].  



 

 
 

 

 

 

Mark14 arrays do not show this strong drop of quantum efficiency at low temperatures, as can be seen in Figure 4. The 

quantum efficiency measured in K-band, which is represented by red triangles, depends only slightly on temperature. 

The drop of quantum efficiency in H-band is also reduced in comparison to Mark3 and Mark5 arrays. In Mark14 arrays 

the QE in H only drops from 74% at T=90K to 64% at T=60K as shown by data points represented by the blue diamonds 

in Figure 4. Since the Mark14 arrays have no buffer layer, the absorber has to be much thicker and requires longer 

diffusion lengths. This is achieved by a longer high-temperature annealing process which results in better interdiffusion 

of the CdTe/HgTe layers. It minimizes bandgap ripples, which interfere with the electron transport in the absorber layer  

[9]. The improvement of quantum efficiency and the mitigation of the efficiency drop at low temperatures present a 

remarkable progress of Mark14 arrays compared with previous diode designs. 

 

 

Figure 4 Quantum efficiency versus temperature of Mark14 eAPD array. Red triangles: QE of K-band. Blue diamonds: QE 

of H-band. 

 
Since the Mark14 arrays are the first devices without the wide bandgap buffer layer it was of great interest to measure 

the spectral quantum efficiency over the entire sensitive range from λ=0.8μm to λ=3.5 μm. For this purpose, the optical 

bench of the test camera was modified to accommodate a grating spectrometer. The entrance slit of the monochromator 

is illuminated through a CaF2 lens by a blackbody cavity which can be heated to a temperature of T=1200C. The 

monochromator is the Cornerstone 260 spectrometer which has a focal length of 260 mm and a focal ratio of f/3.9. It has 

3 gratings on a turret which are blazed at λ=1 μm, 2 μm, and 4 μm. Entrance and exit slits are motorized. The exit slit is 

imaged onto the plane in front of the entrance window of the cryogenic Offner relay [8].  The Offner relay re-images the 

exit slit onto the detector. The efficiency of the monochromator is calibrated by mounting a pyroelectric detector on the 

exit slit of the monochromator. The pyroelectric detector uses a lithium tantalate crystal, which has a diameter of 5mm 

and a KRS5 window. Therefore, it can be assumed that the response of the detector is flat from λ=0.7μm to λ=7 μm. For 

calibrating the monochromator the blackbody source is chopped at a frequency of 5Hz and the pyroelectric detector is 

read out by a Lock-In Amplifier from Stanford Research Systems. To simplify the data reduction and avoid possible 

inconsistencies the cryogenic filter wheels in the Offner relay and the warm order sorting filter wheel of the 

monochromator are kept in the open position. All measurements were carried using the first order of the grating. The 

blackbody was always set to a temperature which ensured that the intensity of the second order of the grating was less 



 

 
 

 

 

 

than 1% of the intensity of the first order. The wavelength dependence of the quantum efficiency obtained in this way is 

only a relative efficiency.  

 

 

 
 

Figure 5 Lab setup to measure quantum efficiency versus wavelength. Blackbody illuminates entrance slit of 

monochromator. Exit slit of monochromator is imaged into plane in front of entrance window of cryostat and then imaged 

by cryogenic Offner relay onto detector.  

The absolute spectral quantum efficiency QE(λ) shown in Figure 6 was obtained by scaling the relative quantum 

efficiency to the absolute values measured in J,H and K. The bandpass of the broadband filters and the absolute QE as 

derived from Figure 3 are indicated as horizontal bars in Figure 6. The mismatch of the absolute QE obtained with the 

filter measurements and the scaled spectral QE(λ) is ~4%, but follows the trend of the measurements with the broadband 

filters. The quantum efficiency drops at shorter wavelengths. A major part of this drop (~15%) may be attributed to the 

antireflection coating which is optimized for a wavelength of λ=2.1 µm. At unity APD gain, represented by the solid line 

in Figure 6, the array is sensitive from λ=0.8 µm to λ=3.5 µm. The spectral quantum efficiency shows a modulation 

characteristic of interference fringes generated by multiple reflections in a parallel plate. If the wavelength scale is 

changed to wavenumbers the distance between maxima of the QE is equidistant and has an average value of 437/cm. 

This corresponds to a thickness of the parallel plate of 11.44µm/n with n=2.7 being the refractive index of CdTe. The 

thickness of the CdTe layer determined in this way is 4.24μm, which is a value in agreement with the diode design. 

For photons with a wavelength longer than the cutoff wavelength of the absorber layer, which is λc=2.5 µm, the absorber 

layer is transparent. The photons are absorbed in the multiplication layer, which has a cutoff wavelength of λc=3.5 µm. 

The quantum efficiency in Figure 6 is defined as the number of electrons per incident photon measured at the output pin 



 

 
 

 

 

 

of the detector divided by the APD gain. With this definition the quantum efficiency for high APD gain drops at the 

cutoff wavelength of the absorber layer, which is λc=2.5 µm. For an APD gain of 421 the quantum efficiency in Figure 6 

is represented by the dash dotted curve. Only those electrons experience the full APD gain which have been generated by 

photons with a wavelength shorter than the cutoff wavelength of the absorber layer. Photons with longer wavelengths are 

absorbed in the gain region and the photon generated electrons experience only a partial APD gain depending on the 

depth at which the photon was absorbed.   

 

 

Figure 6 Quantum efficiency of Mark14 array versus wavelength for unity APD gain (solid curve) and APD gain of 

421(dash-dotted curve). At unity APD gain cutoff wavelength is 3.5 μm due to narrow bandgap gain region. At high APD 

gain cutoff wavelength is 2.5 μm since photons with wavelengths longer than the cutoff wavelength of the absorber layer 

experience only partial APD gain.  Absolute quantum efficiency is based on measurements with broad band J,H and K 

filters as indicated in plot.  

As a crosscheck for the absolute quantum efficiency it is planned to put a pyroelectric detector, a calibrated silicon diode 

and a calibrated InGaAs diode in the focal plane of the Offner camera. Instead of imaging the exit slit of the 

monochromator directly onto the detector it is also planned to illuminate an Ulbricht sphere with the exit slit and image 

the output port of the Ulbricht sphere onto the detector. This would allow illumination of all pixels of the array. 

Currently, the image of the monochromator exit slit on the detector is only 45x113 pixels. Only on those pixels the 

spectral quantum efficiency has been measured.   

5. APD GAIN AND UNIFORMITY 

The most remarkable improvement of Mark14 arrays is their high APD gain and their superb cosmetic quality, which is 

maintained up to the highest APD gain. The blue diamonds of the plot in Figure 7 show that the APD gain measured in 

H-band at an operating temperature of 60K is as high as 637 for a bias voltage of 19.1V. At this bias and at a temperature 

of 90K, the APD gain is still 421 as shown by the red triangles. The APD gain in K-band is almost as high as  



 

 
 

 

 

 

 
Figure 7 APD gain versus bias voltage for different operating temperatures and bandpass filters. Blue diamonds: H-band at 

T=60K. Red triangles: H-band at T=90K. Red squares: K-band at T=90K. 

 
Figure 8 Flatfield of Mark14 array in K-band with APD gain of 126 at an operating temperature of T=90K. 



 

 
 

 

 

 

in H-band as shown by the red squares in Figure 7. This demonstrates that the thickness of the absorber is sufficient for 

the K-band photons to be absorbed in the absorber layer. As a consequence, photon generated electrons experience the 

full APD gain, which has not been the case in some of the previous diode designs.  

 
The flatfield taken in K-band is shown by the image and by the histogram of Figure 8. It demonstrates the cosmetic 

quality of the array. Even at an APD gain as high as 126, the array has 99.95% operability or only 40 bad pixels. An 

operable pixel is defined here as a pixel which has a signal deviating by less than 30% from the mean signal. 

 

6. READOUT NOISE 

6.1 Excess noise 

 

One of the basic parameters of APD arrays is the noise figure. It is a figure of merit for the avalanche gain process. If the 

avalanche gain is considered as an amplifier inherent in the detector pixel the noise figure is the factor by which the 

product of the variance at the input of the amplifier and the APD gain has to be multiplied to obtain the variance 

measured at the output of the amplifier. For an ideal amplifier the noise factor is equal to 1. If noise is associated with the 

amplification process the noise figure is larger than 1. Silicon is an indirect semiconductor and any electron 

multiplication process has a noise figure larger than 2. On the contrary, HgCdTe is a direct semiconductor and has been 

proven to have noise figures close to unity. Sometimes the excess noise factor is defined as the square root of the noise 

figure, but the noise figure shown in Figure 9 was plotted without taking the square root. 

 

 

Figure 9 Noise figure of Mark14 eAPD versus APD gain at T=90K and at T=60K. 

At an operating temperature of T=90K the noise figure remains below 1.3 up to APD gains of a few hundred. This means 

that the noise increase due to the APD gain is less than a factor of 1.14. Surprisingly, the noise figure at T=60K does not 

increase with the APD gain and is as low as 1.04 at an APD gain of 641. At low temperatures phonon scattering freezes 

out and results in very low noise figures. 



 

 
 

 

 

 

To demonstrate the noiseless amplification of MOVPE grown HgCdTe eAPD arrays, the following crosscheck was 

performed. With a blackbody set to a temperature of 125C the detector was uniformly illuminated through the f/11 

Offner relay using the K-band filter.  The signal-to-noise ratio was compared with and without APD gain in the regime 

of photon shot noise limited flux levels. The detector integration time was 200ms. The histograms of the dark subtracted 

signal-to-noise ratio at APD gains of 1 and 16.7 are shown by the black and red curve on the left side of Figure 10. The 

flux levels for both measurements are so high that the readout noise is negligible and the noise is dominated by photon 

shot noise. The signal-to-noise ratio is entirely dominated by Poissonian photon shot noise.  The APD gain does not 

degrade the signal-to-noise. The same measurement has been repeated at APD gains of 16.27 and 421 but with the 

blackbody temperature at 90C and the detector integration time set to 718µs. Again, the signal-to-noise ratio is not 

affected by the increase of the APD gain. Because of the large range of APD gains this experiment had to be carried out 

in two steps. It undoubtedly establishes the noiseless nature of the APD gain mechanism in HgCdTe. 

 

 

Figure 10 Histograms of signal to noise ratio: Left: APD gain 1 and 16.27. Right: APD gain 16.27 and 421.24. 

 

6.2 Subelectron readout noise with Fowler sampling for windowed readout 

 

Since the SAPHIRA arrays are used in the window mode as wavefront sensors in the Coude Infrared Adaptive Optics 

(CIAO) systems of the four 8 meter VLT telescopes the effect of multiple sampling on the noise of this readout mode 

was investigated in more detail. The CIAO system employs a Shack-Hartmann lenslet array with 9x9 subapertures. Each 

subaperture has 8x8 pixels. Therefore, an area of 72x72 pixels is needed. Because of the special readout topology of the 

SAPHIRA ROIC with 32 channels reading out 32 adjacent pixels simultaneously, the smallest window covering this area 

is a 96x72 pixel window. Including all clocking overheads to obtain clean images this window can be read out in 70 μs 

when operating the array with 5 Mpixel/channel. The maximum frame rate required for CIAO is 500 Hz. To reduce the 

readout noise, multiple sampling techniques can be applied. For this frame rate up to 32 nondestructive readouts can be 

made. The reduction of the ROIC readout noise allows operation of the array at lower APD gain which improves the 

cosmetic quality of the array. The optimum combination of APD gain and number of Fowler pairs is a tradeoff between 

frame rate and cosmetic quality  

The measured readout noise of the Mark14 eAPD array versus the integration time is plotted in Figure 11 for different 

APD gains. It is to be noted that the range of the vertical axis in Figure 11 is zero to one electron rms. Therefore, the 

noise of all measured points is subelectron. The detector temperature was T=90K.  The detector integration time in 

Figure 11 is proportional to the number of Fowler pairs and increases by a factor of 2 for each data point. The maximum 

possible number of Fowler pairs was selected for each integration time. The number of Fowler pairs in Figure 11 

increases from left to right from  1 to 2,4,8,16,32,64 and 128 Fowler pairs.   



 

 
 

 

 

 

For the highest APD gain of 421 the minimum readout noise is 0.17 erms at an integration time of 70 μs. For this high 

APD gain represented by the black crosses in Figure 11 the readout noise increases with the integration time due to the 

increasing dark current. With an integration time of 140 μs using two Fowler pairs and an APD gain of 299, a readout 

noise as low as 0.09 erms can be achieved (second red Asterisk on red curve). For an APD gain of 69.5 the readout noise 

decreases with the number of Fowler pairs and reaches a minimum of 0.24 erms at an integration time of 1.13 ms with 16 

Fowler pairs and then increases with more Fowler pairs and longer integration times because of increasing dark current. 

For an APD gain of 11.4 subelectron readout noise can be achieved with 64 Fowler pairs and the readout noise decreases 

further with more Fowler pairs. 

 

 

Figure 11 Subelectron readout noise of Mark14 eAPD at a detector temperature of  T=90K for different APD gains. Number 

of Fowler pairs is proportional to detector integration time and increase by a factor of 2 for each data point. Number of 

Fowler pairs from left to right: 2,4,8,16,32,64 and 128.  

 

7.  DARK CURRENT 

 
The dark current of eAPD arrays depends on many parameters. The most important of these are the bias voltage and the 

associated APD gain, the operating temperature and the rail voltage of the ROIC. Because this paper was focused on low 

noise at high speed efforts were made to operate the array at the maximum APD gain at high bias. This can be achieved 

in two different ways. The supply voltages VDD and VDDA of the ROIC were set to the maximum possible safe value 

of 6.6V with PRV at 6.55V. The other side of the detector diode was connected to the array common which can be set to 

-12.53V, the most negative voltage supplied by our current controller. Hence, a bias voltage of 19V can be applied with a 

maximum APD gain of over 421. In a previous paper it was shown that the dark current can be substantially reduced by 

reducing the rail voltage VDD of the ROIC to 4V [7]. This reduces the electroluminescence of the ROIC and the 

associated dark current. It is planned to modify the controller extending the range of the negative array common voltage. 

With this modification the ROIC can be operated with minimum glow without compromising the range of APD gains.  



 

 
 

 

 

 

Figure 12 shows the dark current versus APD gain measured at different temperatures. The dark current is measured at 

the detector output and includes the APD gain process. It is not back-referred to the sense node of the detector pixel. In 

order to back-refer the dark current to the sense node the data shown in Figure 12 must be divided by the APD gain.  

At low APD gain the dark current data taken at ESO are limited by the photon background of the ESO test rig. In order 

to demonstrate low dark current, data taken at University of Hawaii (UH) with another Mark14 array are included for 

comparison [10]. At high APD gain the dark current is dominated by a temperature independent process of trap assisted 

tunneling.  At low bias the dark current increases steeply with APD gain. At intermediate APD gains the dark current 

increases with APD gain. This indicates, that the dark current is also experiencing APD gain. It is remarkable, that the 

dependence of the dark current on the APD gain in the regime of trap-assisted tunneling (TAT) for the device measured 

at the University of Hawaii is similar to the device measured at ESO. The only difference is that the ESO device has 

higher tunneling currents than the device at UH, which may be due to a small change in bandgap.   

For wavefront sensing and fringe tracking the detector integration times are ~1ms. At the highest APD gain of 421 the 

dark current measured at the ROIC output which includes the APD gain is ~1E6 electrons/s/pixel. If back-referenced to 

the sense node and taking the APD gain into account, this corresponds to a dark current of 2.4 electrons/ms/pixel. At this 

APD gain the dark current starts to limit the sensitivity also for AO applications.   

Since the eAPD arrays are sensitive up to wavelengths of 3.5 microns the instrumental photon background of the ESO 

test camera is too high to properly measure the detector dark current at low APD gain without inserting a blocking mask 

in front of the detector. This measurement has been done while the temperature sensor of the detector package was 

powered to measure the temperature directly on the detector package. However, as it turned out, the temperature sensor 

when powered, is emitting light at a level much higher than the detector dark current. Therefore, dark current 

measurements need to be repeated with the detector blocked from background radiation and with the temperature sensor 

disconnected.     

 

Figure 12 Dark current versus APD gain at different temperatures measured with Mark14 eAPD array. At low APD gain 

dark current of data taken at ESO is limited by photon background of ESO test rig. For comparison data taken at University 

of Hawaii with another Mark14 array are included demonstrating low dark current. At high APD gain dark current is 

dominated by temperature independent process of trap assisted tunneling.   

 



 

 
 

 

 

 

8. PIXEL RESPONSE TIME 

 
Since the drop of quantum efficiency of Mark14 arrays at low temperatures has been mitigated in comparison to previous 

devices it was expected that the increase of pixel response time at low temperatures will also be reduced. The pixel 

response time was measured with the setup shown in Figure 13. An LED emitting at λ=1.55 µm illuminates a pinhole 

which is collimated by a lens with a variable aperture. The collimated beam is imaged into the plane in front of the 

cryostat window which is then reimaged by the Offner relay onto the detector. The LED is switched on and off 

synchronously with the readout of the detector by a clock signal taken from the detector controller. The flux of the LED 

can be varied by the clock voltage which is driving a high power LED driver. The flux can also be changed by changing 

the diameter of the variable aperture. For very low flux levels the flux can be changed by a set of neutral density filters. 

This avoids low LED voltages and the associated noise of the LED flux.   

To measure the pixel response time with a time resolution better than the shortest integration times typical for adaptive 

optics, only a 96x72 pixel window of the SAPHIRA array was read. The frame time for this window is 80µs. Double 

correlated images are taken at a frame rate of 6.25Kfps and stored in a data cube which contains 1040 images. The LED 

is switched off for 20 frames. Then 500 frames are taken with the LED switched on and 520 frames with the LED 

switched off again. With aperture photometry the total signal of the pinhole image is determined and normalized by the 

maximum signal.  The total flux of all images obtained from aperture photometry is plotted versus time in Figure 14. The 

inserted pinhole image shows the aperture photometry.  The rise and fall time of the pixel response, which is defined by 

the time elapsing between 10% and 90% of the normalized signal is derived from this plot. The red curve in Figure 14 

was taken at a detector temperature of T=100K , the blue curve at T=52K. It clearly shows that the pixel response time is 

strongly dependent on temperature. Figure 16 is an expanded view of the normalized pixel response versus time after 

switching on (diamonds) and switching off (triangels) the LED operating the detector at different operating temperatures. 

At an operating temperature of T=100K the pixel response time complies with the requirements of adaptive optics. 

 

 

Figure 13 Setup to measure pixel response time with LED. From right to left: λ=1.55 µm LED with pinhole and controller, 

collimating lens with variable aperture, imaging lens, cryostat window of Offner relay. 

The temperature dependence of the rise and fall times at an APD gain of 144 are shown in Figure 15. The data can be fit 

by an exponential temperature dependence for the rise and fall times, the rise time being 5.84s*exp(-Tdet/10.53) and the 

fall time being 5.76s* exp(-Tdet/10.44). Tdet is the detector temperature in kelvin.  If the same data set is reduced as an 

Arrhenius plot the data yield an activation energy of 50meV.  
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Figure 14 Normalize pixel response versus time measured with and APD gain of 144 at operating temperatures of T=100K 

(red curve) and T=52K (blue curve). Normalized signal is derived from aperture photometry of 1040 pinhole images taken 

with DCS as shown by the inserted image. Detector integration time is 80μs 

 

Figure 15 Temperature dependence of rise and fall time of Mark14 eAPD at an APD gain of 144. Temperature dependence 

correspond to an activation energy of 50meV. 

At low temperatures the pixel response time is a function of flux. Rise and fall times versus flux at T=62 K are plotted in 

Figure 17. At high flux the pixel response times become faster. Tests have been carried out with varying durations of the 

diode reset time. The duration of the reset time has no influence on the pixel response time. 



 

 
 

 

 

 

 

Figure 16 Expanded view of normalize pixel response versus time measured with and APD gain of 144 after switching on 

(diamonds) and switching off (triangels) LED for operating temperatures of T=100K (red curve) , T=80K (green curve) and 

T=61.4K (blue curve). Detector integration time is 80μs. Frame rate 6.25 Kfps. Rise and fall time are defined as time 

interval in which signal changes between 10% to 90% of full signal. 

 

 

Figure 17 Pixel response time versus signal at detector temperatures of T=62K and T=90K. 



 

 
 

 

 

 

 

Figure 18 Pixel response time versus wavelength at APD gain of 207. 

 

To measure the wavelength dependence of the pixel response time a shutter was put at the entrance slit of the 

monochromator. As can be seen in Figure 18, the response times show only weak dependence on wavelength. The array 

gets faster at λ> 2.4μm when the wavelength is approaching the cutoff wavelength of the absorber layer. The slow pixel 

response at low temperatures seems to be a problem in the absorber layer. 

The pixel response time meets all specifications for any AO application if the detector temperature is higher than T≥90K. 

On the other hand, for science focal planes operating at low flux with the need of keeping the dark current low, the slow 

pixel response at low temperatures is also no problem. For stationary flux levels the pixel response time at T=62K is 

more than adequate, as can be seen in  Figure 17. Even though the drop of quantum efficiency of Mark14 arrays at low 

operating temperatures is reduced in comparison to previous devices, the expectation that the pixel response time will 

also be fast at low temperatures, is not yet met by the current Mark14 diode design. The slow pixel response at low 

temperatures needs further investigations. If eAPD technology shall be developed for photon counting in large format 

science focal planes, both low temperatures to achieve low dark current and fast pixel response may be advantageous. 

 

9. DETECTION OF SINGLE PHOTONS WITH UNCORRELATED SAMPLING 

 
The superb cosmetic quality at an APD gain as high as 421 makes double correlated sampling redundant. If the APD 

gain is sufficiently high that the number of electrons generated by a single photon is much larger than the square root of 

kTC, it is not necessary to measure the voltage on the sense node at the start of the detector integration time to subtract it 

from the signal charge measured at the end of the integration time. The square root of kTC is the rms charge uncertainty 

after resetting the capacitance C of the sense node.  The frame rate is increased by a factor of two because it is not 

necessary to read two frames. A single readout is sufficient if one photon generates 421 electrons and the KTC noise for 

a capacitance of C=56fF at a temperature of T=90K is only 52 electrons rms. To obtain the same integration time for all 

pixels of the array and operate with a duty cycle of 100% the uncorrelated readout has to be made with the reset 

performed in the rolling shutter mode. A row is read and then reset before the next row is addressed. The previous row is 



 

 
 

 

 

 

collecting signal photons while the next rows are being processed. This mode of read-reset by row is possible with the 

new ME1000 ROIC since the clock of the vertical shift register is bonded to a detector pin and can be controlled by the 

user. Multiple reads of the same row can also be made before resetting the row to reduce the readout noise.  

 

 
 

Figure 19 Single photons detected with uncorrelated readout mode. Frame rate 1083 fps. Mask with grid of holes uniformly 

illuminated by blackbody at T=70C viewed by f/11 Offner relay through H-band filter. Signal difference between holes and 

background is 1.01 photon per integration time. APD gain 421. Left: single exposure wit 923 μs integration time. Right: 

average of 266 frames. (see video:http://dx.doi.org/9909-40) 

To demonstrate the possibility of detecting signal levels of one photon per exposure at high APD gain without double 

correlated sampling, a mask with a grid of holes was put in front of the camera window in the plane conjugate to the  

detector. This mask was uniformly illuminated by a blackbody at a temperature of 70C and imaged onto the detector 

through an H-band filter by the f/11 Offner relay. The blackbody was chopped at a frequency of 10 Hz with a chopper at 

ambient temperature. The calibrated flux difference in the holes is 1 photon/pixel/exposure. The detector integration time  

is 923 μs. On the left side a single image is shown with the chopper in the open position. The holes can clearly be 

detected. The image on the right side of Figure 19 shows the average of 266 frames. For an APD gain of 421 the 

cosmetic quality is outstanding. The only flaw of uncorrelated sampling for this specific device is the appearance of two 

localized defects which are indicated by arrows in Figure 19. These defects disappear with double correlated sampling. 

 

Even though uncorrelated sampling achieves sensitivities able to detect single photons, the best readout mode depends 

on the specific application. For small windows and integration times of 1 ms multiple sampling techniques can be 

applied. It may be advantageous to apply these techniques. Reducing the readout noise to << 1 electron rms allows 

operation of the array at a smaller APD gain and thus obtains cleaner and more stable images. 

 

10. ON SKY VERIFICATION OF MOVPE EAPD TECHNOLOGY IN GRAVITY 

 
The first on-sky performance verification of the MOVPE e-APD devices was made by the University of Hawaii. Results 

have been obtained with lucky imaging on the 3m NASA IRTF telescope on Mauna Kea and on the Mount Palomar 60 

inch telescope [11]. Currently, at ESO there are five SAPHIRA Mark3 arrays still hybridized to the old ME911 ROIC 

which are being deployed in the GRAVITY instrument [12]. One SAPHIRA array is the fringe tracker in the beam 

combiner instrument reading out 24 windows of 3x32 pixels containing the spectra of 6 baselines combining the four 

VLT telescopes. The phase of the fringes is determined from four spectra shifted by 90 degrees measuring each spectrum 

in 2 polarization directions. This results in 48 spectra each dispersed over 5 pixels. A preliminary analysis of GRAVITY 

commissioning data indicates that fringe tracking with the 8-meter VLT telescopes is possible up to magnitude mK =10 



 

 
 

 

 

 

and fringes up to magnitude mK =14 can be obtained on the science detector, a sensitivity not achievable with 

conventional sensors. Results are still preliminary, need to be consolidated and will be published soon. [14].  

 

The other four SAPHIRA arrays are deployed as Shack-Hartmann wavefront sensors in the CIAO adaptive optics 

systems of the four telescopes. Under good seeing conditions the adaptive optics loop achieves a Strehl ratio in K of up 

to 70% for stars of magnitude mK =9. The AO loop can still be closed up to magnitude mK =12. As above, these results 

are preliminary and need to be consolidated. On the left side of Figure 20 two images are shown with the open and 

closed AO loop of CIAO. In the middle the fringes taken with the SAPHIRA array are shown while tracking on IRS16C 

(mK=10). The right image shows the galactic center with IRS16C which was used for fringe tracking and S2 on which 

the stabilized fringes have been obtained [14][15].  

 

 
 

Figure 20 SAPHIRA deployed in GRAVITY: Top left: AO loop of CIAO open. Bottom left: AO loop of CIAO closed. 

Strehl ration 70%. AO loop can be closed on stars of magnitude mK=12. Middle: Fringes taken with SAPHIRA array 

tracking on IRS16C (mK=10). 

11. CONCLUSIONS 

 
It is now well established that the first choice for high speed low noise near infrared sensors is the HgCdTe SAPHIRA 

array, which is based on electron avalanche photodiodes grown by MOVPE. The technology has matured and has been 

validated on-sky. In the VLTI instrument GRAVITY fringe tracking on magnitude mK=10 stars and closing the AO loop 

on stars up to magnitude mK=14 has been demonstrated with Mark3 arrays.  

 

Meanwhile, development has progressed and with the removal of the wide bandgap buffer layer and the application of a 

high-temperature anneal during the growth process Mark14 arrays are now available, which have an extended 

wavelength range from λ=0.8 µm to 2.5 µm with high quantum efficiency over the entire wavelength range. At a bias 

voltage of 19V the APD gain at T=60K is 637. For short integration times the cosmetic quality is superb up to the 

highest APD gain.  The Mark14 array has been hybridized to the revised SAPHIRA ME1000 ROIC with an optimized 

analogue chain and more flexible readout options. The rolling shutter mode can be implemented for both double 

correlated and uncorrelated sampling at a duty cycle of 100%. Due to the high APD gain, double correlated sampling is 

not required to detect signals of one photon per exposure. With Fowler sampling of a 96x72 pixel window the readout 

noise could be reduced to 0.092 erms for integration times of 141μs. 

 

The drop of quantum efficiency when cooling the detector from T=90K to T=60K has been reduced in Mark 14 arrays. 

However, the pixel response time which is adequate for all AO applications at detector temperatures above 90K is still 

slow at T=60K. The slow pixel response at low temperature is not yet fully understood and needs further investigation. 

The detector dark current at high APD gain is dominated by trap assisted tunneling. Currently dark current measurements 

carried out at ESO are limited by instrumental photon background, but the University of Hawaii achieved encouraging 



 

 
 

 

 

 

dark current results at moderate APD gain. For large science focal plane detectors dedicated to the detection of low flux 

levels the diode design has to be optimized in a different way to meet the stringent dark current requirement of <1E-2 

e/s/pixel. The thermal dark current in the multiplication region can be reduced by using a wider bandgap. The trap 

assisted tunnel current shown in Figure 12 is controlled by the design of the p-n junction region which can be modified 

to reduce the tunnel current at high avalanche gain. A proposal has been submitted at ESO to fund a waver run which 

will implement these modifications.  
 

For the ELT wavefront sensors a larger detector format of at least 512x512 pixels is needed. There are no fundamental 

technical difficulties in extending the SAPHIRA design to a 1Kx1K format with 64 outputs operating at 20 

Mpixel/channel. To save cost it is proposed to develop a 1Kx1K ROIC with a pixel pitch of 12 μm, which initially can 

also be used with the current pixel pitch of 24 μm connecting a diode to every second row and column. This results in an 

array format of 512x512 [16]. However, for the further development of the eAPD technology the current 320x256 pixel 

ME1000 ROIC is still considered to be an ideal and cost effective test bed. 
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